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An approach is presented for computing meaningful pathways in the
network of small molecule metabolism comprising the chemical reactions
characterized in all organisms. The metabolic network is described as a
weighted graph in which all the compounds are included, but each
compound is assigned a weight equal to the number of reactions in which it
participates. Path finding is performed in this graph by searching for one or
more paths with lowest weight. Performance is evaluated systematically by
computing paths between the first and last reactions in annotated
metabolic pathways, and comparing the intermediate reactions in the
computed pathways to those in the annotated ones. For the sake of
comparison, paths are computed also in the un-weighted raw (all
compounds and reactions) and filtered (highly connected pool metabolites
removed) metabolic graphs, respectively. The correspondence between the
computed and annotated pathways is very poor (!30%) in the raw graph;
increasing to w65% in the filtered graph; reaching w85% in the weighted
graph. Considering the best-matching path among the five lightest paths
increases the correspondence to 92%, on average. We then show that the
average distance between pairs of metabolites is significantly larger in the
weighted graph than in the raw unfiltered graph, suggesting that the small-
world properties previously reported for metabolic networks probably
result from irrelevant shortcuts through pool metabolites. In addition, we
provide evidence that the length of the shortest path in the weighted graph
represents a valid measure of the “metabolic distance” between enzymes.

We suggest that the success of our simplistic approach is rooted in the
high degree of specificity of the reactions in metabolic pathways,
presumably reflecting thermodynamic constraints operating in these
pathways. We expect our approach to find useful applications in inferring
metabolic pathways in newly sequenced genomes.
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Introduction

Small molecules metabolism (SMM) comprises
the ensemble of chemical reactions used by the cell
to process medium size and small molecules. These
molecules serve as essential building blocks for vital
macromolecules, such as proteins, nucleic acids,
ublished by Elsevier Ltd.
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lipids and sugars, or act as co-factors, regulators
and modulators of enzyme activity, gene
expression, and signal transduction. SMM is
commonly organized in pathways,1 where chemical
reactions are connected to each other through the
small molecules (the metabolites), the product of
one reaction acting as the substrate of the next.
Most, but not all, reactions of this network are
catalyzed by enzymes.

Much of our knowledge about metabolic path-
ways has been obtained from experiments on model
organisms such as Escherichia coli, a few other
bacteria, the yeast Saccharomyces cerevisiae, and
focused studies in mouse and human. With genome
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sequences becoming available for a growing
number of different organisms, efforts have been
devoted to extending this knowledge to other
organisms. A method for accomplishing this task
is metabolic reconstruction. It involves inferring the
metabolic pathways of an organism from its
genome sequence, using as template the metabolic
pathways characterized in related organisms.2,3 To
store information on known and inferred metabolic
pathways, specialized databases have been
developed. These include WIT,4,5 EcoCyc, Meta-
Cyc,6–8 KEGG9–11 and aMAZE.12–14

In addition, analyses of the networks formed by
connecting all the reactions and enzymes involved
in SMM have attracted much attention. In particu-
lar, global properties of these networks have been
investigated. Representing these networks as
graphs, where reactions are connected to each
other via their substrates and products, the distri-
bution of node connectivity, the shortest distance
between nodes, and the modularity of the graph
were characterized.15–18

Path finding in metabolic networks has also been
used to measure a “metabolic distance”, between
pairs of enzymes in E. coli. This distance, defined as
the length of the shortest path on the metabolic
graph, was compared with protein structure and
sequence similarity measures and with distances
between the corresponding genes in the genome, in
order to gain insights on how the organization and
function of metabolic enzymes might have
evolved.19–21 In another study,22 a “universal”
metabolic graph was built by linking all the
metabolic reactions known to occur, irrespective of
the organism and including those taking place in
microbes specialized in degrading toxic com-
pounds. Metabolic distances between compounds
in this graph were then used to suggest a
mechanism whereby degradation pathways may
have evolved from central metabolism.

While the above-mentioned studies provided
useful insights, they have not addressed some of
the fundamental issues that determine our ability to
build and analyze graphs that represent functional
networks such as SMMs in a biologically mean-
ingful manner. Rison et al.20 restricted their meta-
bolic distance calculations to well-defined portions
of the SMM network, restricted to reactions known
to occur in one organism (E. coli). Moreover, their
distances were computed considering separate
subsets of reactions from the E. coli network (group-
ings of metabolic pathways). Due to these restric-
tions their procedure does not consider alternative
pathways that would be chemically feasible or
those that pass through transversal links between
known pathways.

Exploring such alternative connections and links
should be useful for analyzing functional relations
between proteins, and for discovering alternative
pathways that may occur under certain cellular
conditions or in related organisms. But doing so
will dramatically increase the number of possible
paths, of which many may be biologically
irrelevant.23 To eliminate such irrelevant path-
ways, additional information must be used. Some
studies used expression profiles.24,25 More often,
however, considerations based on the chemistry
of the compounds have been employed as
constraints.26,27 In an earlier work,25,28 we showed
that navigating the SMM network in a chemically
relevant manner is hindered by the presence of
compounds such as H2O, O2, NADC, NADH,
NADPC, HC, NADPH. These so-called pool
metabolites or co-factors are consumed and
produced in many reactions (e.g. 1999 reactions
for H2O, 601 for NAD). These pool metabolites are
the so-called “hubs” in the scale-free SMM net-
works described by Jeong & Barabasi.15 Although
path finding in metabolic networks from which
pool metabolites have been excluded16–18,25,28

avoids some of the obvious pitfalls, it is far from
satisfactory. The choice of excluded compounds
has to be made somewhat arbitrarily and little is
known on how effective the resulting procedure is
in deriving biologically meaningful pathways.
A much more relevant approach involves taking
into account the chemistry of the metabolites and,
more particularly, the actual transfer of structural
moieties between adjacent reactions.26,27 This
approach requires, however, a detailed annotation
of the over 5000 metabolites in order to describe
each compound in terms of its atoms and chemical
connectivity, and the application of rather sophis-
ticated graph matching procedures, capable of
reliably identifying common substructures
between substrates and products of the same and
adjacent reactions, in order to determine the
biochemically relevant connectivity between
reactions in a pathway. Other approaches rely on
a manual specification of the links in each reaction
in order to retain only those that are biochemically
relevant.29

Here, we describe a novel approach for repre-
senting the universal SMM network, and show that
it enables the calculation of biologically meaningful
pathways between pairs of reactions, offering the
opportunity for discovering new pathways, deter-
mining functional distances between enzymes, or
building pathways from groups of enzymes. In this
approach, the universal SMM network is rep-
resented as a weighted graph, where each com-
pound is given a weight equal to its degree of
connectivity, i.e. the number of reactions in which it
participates as substrate or product. The path
finding calculations identify the k paths with
minimal weight(s) (referred to as “lightest paths”
in a weighted graph, and “shortest paths” an
unweighted graph) between a pair of source and
target reactions (see Methods for definitions of
pathway distances and weights). When these
calculations are performed on reaction pairs repre-
senting the first and last reactions in every known
metabolic pathway of E. coli and S. cerevisiae anno-
tated in the aMAZE14 or EcoCyc2 databases, the
inferred paths are shown to correspond remarkably
well to the corresponding annotated pathways. In
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some cases alternative pathways, which exist in
other organisms, are also inferred.

This extremely simple approach requires no pre-
processing of the compound data, other than
calculating the weight of each metabolite in the
universal SMM network, and the reasons why it
works at all seem to be rooted in the apparent high
degree of specificity of the reactions in biologically
relevant pathways. Indeed, with some notable
exceptions, metabolic pathways for the synthesis
and degradation of amino acids, nucleic acids and
sugars, seem to involve compounds and reactions
that occur rarely in other pathways. We suggest that
this interesting property of metabolic pathways
might reflect energetic constraints, which could in
turn confer evolutionary advantages.

We also show that much poorer results are
obtained when the same calculations are performed
using two other network representations. In the first
representation, called “raw graph”, the shortest
paths are computed from the universal SMM
network, represented as an unweighted graph that
comprises all compounds including the pool
metabolites. In the second representation (filtered
graph), a set of highly connected pool metabolites
are simply excluded from the network.28
Results

Path finding in SMM graphs

In order to evaluate the performance of our path
finding procedure we computed paths between
the first (source) and the last (target) reactions of
annotated pathways, and compared the intermedi-
ate reactions of the inferred paths to those of the
annotated pathways. This evaluation was per-
formed on two independent data sets. The first
data set comprises a metabolic network compiled
from KEGG/LIGAND (4756 compound nodes,
5985 reactions), and pathways annotated in the
aMAZE database,14 which are represented as
oriented graphs of reactions and compounds, with
the latter being cross-referenced to those in the
KEGG/LIGAND database. From aMAZE, we
selected the 56 pathways with at least three
reactions annotated for the yeast S. cerevisiae (15
pathways) and E. coli (41 pathways). The second
data set comprises the metabolic network (1348
reactions, 1329 compounds) and the pathways (92
E. coli pathways containing at least three reactions)
extracted from EcoCyc.

The calculations consisted of searching for the k
lightest paths (i.e. with minimum weight) between
a pair of source and target nodes in the metabolic
network graphs. The procedure implements a
depth-first-search (backtracking) algorithm,
adapted to fulfil the constraint that nodes referring
to the same reaction (direct and reverse) are
mutually excluded (cannot both be traversed in
the same path).28 The weight of a path was defined
as the sum of the weights of its nodes. Three
different versions of the SMM graph were analyzed:
the raw graph (unweighted graph with all com-
pounds), filtered graph (unweighted graph from
which highly connected compounds have been
excluded), and the weighted graph (graph includ-
ing all the compounds, weighted according to the
number of reactions in which they participate). For
each source–target pair, the five shortest paths
(lightest paths, for weighted graphs) were com-
puted and compared to the corresponding anno-
tated pathways.

To limit computation time, the maximum allowed
path length was set to 16 steps, and the path weight
was not allowed to exceed 2000.
Correspondence between inferred and annotated
pathways: reaction and compound content

Table 1 lists the average sensitivity, positive
predictive value (PPV), and accuracy of the
shortest (lightest) path found between the source
and target reactions, using the three different
versions of the SMM graph (see Methods for
statistical definitions).

When the raw graph is used, all these parameters
have very low values (first row of Table 1A). With
the KEGG network, no more than 31.4% (sensi-
tivity) of the annotated reactions and compounds
are recovered in the inferred pathways, and no
more than 25.4% (positive predictive value) of the
inferred reactions and compounds belong to the
annotated pathways. This clearly indicates that the
shortest paths computed between pairs of reactions
in the raw graph bear little resemblance to the
metabolic pathways as known by the biochemists.
The reason for this is obvious: since in this graph
any compound can be used as intermediate
between two reactions, most paths contain invalid
shortcuts via pool metabolites like H2O, NADC,
ATP. The second row of Table 1A shows that the
exclusion of 36 selected compounds from the graph
results in a sizeable improvement, as witnessed by
the increase in the average sensitivity (68.0%) and
positive predictive power (63.0%). But the best
results are undeniably obtained with the weighted
graph (Table 1A, third row), where the average
sensitivity reaches 88.5% and the PPV 83.4%,
leading to an accuracy of 85.9%.

Considering that the annotated pathway might
be only one of several shortest paths with equal
score, or that its weight might be only slightly
higher than that of the lightest path, we also
collected the five shortest paths between each
source–target reaction pair, and selected from
them the path with the greatest accuracy
(Table 1B). This results in a further improvement
of the performance using all three types of
graphs. However, the best performance is again
with the weighted graph, where it has a
sensitivity of 92.2%, and a PPV of 88.1%, leading
to an overall accuracy of 90.1%. Thus, even in the
cases where the annotated pathway is not



Table 1. Average sensitivity, positive predictive value
(PPV) and accuracy of the path finding with 65 annotated
pathways (or sub-pathways), with the different network
representations (raw, filtered, weighted) and two distinct
metabolic networks (KEGG and EcoCyc)

Representation
Average

sensitivity (%)
Average
PPV (%)

Accuracy
(%)

A. Shortest path (KEGG network, aMAZE pathways)
Raw graph 31.4 25.4 28.4
Filtered 68.0 63.0 65.5
Weighted graph 88.5 83.4 85.9

B. Most accurate among the five shortest paths (KEGG network,
aMAZE pathways)
Raw graph 33.3 26.5 29.9
Filtered 71.4 66.7 69.1
Weighted graph 92.2 88.1 90.1

C. Shortest path (EcoCyc network, EcoCyc pathways)
Raw graph 29.6 31.0 29.3
Filtered 63.3 68.8 66.6
Weighted graph 80.7 85.3 83.0

D. Most accurate among the five shortest paths (EcoCyc network,
EcoCyc pathways)
Raw graph 35.0 40.0 37.5
Filtered 85.6 89.2 87.4
Weighted graph 92.2 95.1 93.7
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returned as the shortest path, it is often found
among the five top-ranking paths.

An independent evaluation was performed
with the metabolic network imported from
EcoCyc, and comprising the complete set of
reactions involved in the metabolism of E. coli.
We selected from EcoCyc the 92 metabolic
pathways with at least three reactions and, for
each of them, the first and last reactions were
used as source and target nodes, respectively. The
three evaluation criteria (Table 1C) show trends
similar to those of the KEGG metabolic network:
the accuracy of the shortest (lightest) path is
quite poor with the raw graph (29.3%), it
increases considerably with the filtered graph
(66.6%), and the best results are obtained with
the weighted graph (83.0%). The selection of the
most accurate among the five shortest (lightest)
paths (Table 1D) further increases the perform-
ances in all three graphs, reaching 93.7% accuracy
in the weighted graph.
† http://www.r-project.org/
‡ http://www.scmbb.ulb.ac.be/pathfinding/supma-

ter/
Correspondence between inferred and annotated
pathways: reaction order

For an inferred pathway to be biologically
meaningful, the order in which the reactions are
connected along the pathway is important. We
therefore also compared this order between
inferred (computed) paths and annotated path-
ways. To this end, we generated, for each
inferred-annotated pathway pair, a matrix where
rows represent the successive reactions and
compounds in the annotated pathway, whereas
columns represent the successive reactions and
compounds in the inferred one. Cells have a
value of 1 if two reactions (or two compounds)
are identical, 0 otherwise. A dot plot was
generated from this matrix, using the statistical
package R†.

Figure 1 shows the dot plots for the five shortest
paths computed between the first and last reactions
in the threonine biosynthesis pathway in E. coli,
using the three graphs: raw (top row), filtered
(middle row), and weighted (bottom row). We see
that using the raw graph (top row), there is no
correspondence between the reactions in the
inferred versus the annotated pathway for all the
five computed pathways, in agreement with our
finding that there is no correspondence between the
reactions in these pathways and the annotated
reactions (Table 1A and B).

Using the filtered graph (middle row), the
shortest path shows no common reaction with the
annotated pathway, except for the seed (source and
target) reactions. The second shortest path however,
perfectly identifies all the reactions, and puts them
in the correct order (Figure 1, middle row, second
plot). The third path correctly matches all the
metabolic intermediates, but uses an alternative
reaction (R01773 instead of R01775). These two
reactions differ only by their side substrates (NADC

instead of NADPC), but the main substrates are
the same.

The bottom row of Figure 1 shows that in the
weighted graph, the lightest path perfectly
reproduces the reaction/compound order in the
annotated pathways. The second path uses the
same alternative reaction as discussed above. The
three following paths overlap with the annotated
one over the first two reactions (except for a side
substrate, as before), and use a longer path to
reach the target, at the cost of the path weight
(which jumps from 19 to 45). In all these cases,
the matching reactions align on the diagonals,
indicating that the order of the annotated
reactions is reproduced in the inferred pathways.
The same observations are made for the 55 other
pathways in aMAZE and the 92 pathways from
EcoCyc analyzed in this study (see Supplemen-
tary material‡.
Detailed analysis of selected pathways

The above analysis clearly demonstrates that our
weighted SMM graph representation dramatically
improves the biochemical relevance of the inferred
pathways. To find out more about the factors that
may influence this relevance, we analyzed in detail
the results obtained for a few pathways. These
pathways were not selected to illustrate the average
performance of path finding (these were already
discussed in the previous sections), but correspond
to cases from which we can gain insight about the
strengths and limitations of the method. Detailed

http://www.r-project.org/
http://www.scmbb.ulb.ac.be/pathfinding/supmater/
http://www.scmbb.ulb.ac.be/pathfinding/supmater/


g=R; r=1; s=2; w=4

08400
R

8000 0
C

68000
R

1 0000
C

6 6410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=R; r=2; s=2; w=4

08400
R

80000
C

57500
R

10000
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=R; r=3; s=2; w=4

08400
R

80000
C

3 7500
R

1 0000
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=R; r=4; s=2; w=4

08400
R

8000 0
C

0350 0
R

90000
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=R; r=5; s=2; w=4

08400
R

80000
C

20000
R

10000
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=E; r=1; s=3; w=6

08400
R

94000
C

3 73 00
R

73000
C

15700
R

88100
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=E; r=2; s=4; w=8

08400
R

2803 0
C

19220
R

14400
C

57710
R

3 6200
C

1771 0
R

20110
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=E; r=3; s=4; w=8

08400
R

28030
C

19220
R

144 00
C

3 7710
R

36200
C

17710
R

20110
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=E; r=4; s=4; w=8

08400
R

94000
C

004 00
R

1 4000
C

9630 0
R

73000
C

15700
R

881 00
C

6 6410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=E; r=5; s=4; w=8

08400
R

94000
C

79300
R

1400 0
C

96300
R

73000
C

157 00
R

88100
C

6641 0
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=W; r=1; s=4; w=19

08400
R

28030
C

192 20
R

14400
C

57710
R

3620 0
C

17710
R

201 10
C

6 6410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=W; r=2; s=4; w=19

08400
R

280 30
C

19220
R

14400
C

37710
R

3 62 00
C

1771 0
R

20110
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=W; r=3; s=6; w=45

08400
R

280 30
C

19220
R

1440 0
C

577 10
R

36200
C

7 77 10
R

81110
C

9990 0
R

90100
C

69900
R

8 8100
C

66410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=W; r=4; s=6; w=45

08400
R

2803 0
C

192 20
R

14400
C

3 77 10
R

36200
C

7771 0
R

811 10
C

99900
R

9 01 00
C

69900
R

8810 0
C

664 10
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

g=W; r=5; s=7; w=51

08400
R

28030
C

19220
R

1440 0
C

577 10
R

36200
C

7 7710
R

81110
C

06230
R

19220
C

100 10
R

9010 0
C

699 00
R

8810 0
C

6 6410
R

R00480
C03082
R02291
C00441
R01775
C00263
R01771
C01102
R01466

R
A

W
E

X
C

L
U

D
E

D
W

H
E

IG
H

T
E

D

Figure 1. Dot plot representing the alignment between the reactions in the E. coli threonine biosynthesis pathway and those in the five inferred paths in each of the three graph
representations (see the text). The Y axis represents the pathway annotated in the aMAZE database and the X axis the paths inferred in the KEGG network. For each dot plot, the
seed reactions are displayed in grey at the bottom left (source) and top right (target) corners. Each pathway is represented by the corresponding succession of reaction–
compound pairs, listed by their identification code. Black dots indicate a match between an annotated and an inferred node (compound or reaction). The various parameters
characterizing analysis are indicated at the top of each diagram: g, graph type (RZRaw, EZFiltered, WZWeighted); r, rank of the path; s, distance in steps; w, weight of the path.
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results for all the pathways analyzed here can be
found in the Supplementary materials.
Heme biosynthesis

Figure 2 displays an integrated view of the five
shortest (or lightest) paths computed with the
different SMM graph representations, using as
source and target the first and last reactions of the
annotated heme biosynthesis pathway, respectively
(Figure 2(a)). It is quite obvious that the pathways
inferred using the raw graph (Figure 2(b)) are
devoid of biochemical meaning. The shortest paths
comprise only four alternative reactions, with CO2

and HC as intermediate compounds. These com-
pounds are each involved in several hundred
reactions. They generally correspond to pool
metabolites whose concentration is externally
governed and they do not contribute to the main
skeleton of the compounds that are being trans-
formed. They can therefore not be considered as
valid intermediates in most biochemical pathways.
Pathways inferred in the filtered graph (Figure 2(c))
comprise a total of five reactions, but none of the
three inferred reactions corresponds to those of the
annotated pathway. The shortest path uses a
shortcut through free iron as intermediate between
1
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see that in this case our procedure was able to
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Methionine/adenosyl-methionine biosynthesis

Another interesting case is the methionine biosyn-
thetic pathway. Two variants of this pathway,
characterized in the yeast S. cerevisiae and the bacteria
E. coli, respectively are displayed in Figure 3(a).

Path finding in the weighted graph yields five
different paths with equivalent scores (Figure 3(b)).
One of those perfectly matches the yeast pathway.
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cinyl-L-homoserine to L-homocysteine, via
the reaction R01288, bearing the EC number
2.5.1.48. This EC number actually corresponds to
several reactions, including the conversion of
a-succinyl-L-homoserine into L-cystathionine
(reaction R02508 in LIGAND), which is part of the
annotated E. coli pathway. The “shortcut” computed
by our procedure therefore seems to be a biochemi-
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cally sound alternative, although we have at present
no evidence that this particular reaction is actually
catalyzed by an E. coli enzyme. This result illustrates
a limitation of the currently available information on
metabolic enzymes. The EC numbers refer to
chemical reactions catalyzed by enzymes. But the
link to the actual enzyme in each organism and its
precise substrate specificity is often missing. In such
cases, the inferred pathways may represent sound
hypotheses that can be tested experimentally.

With the filtered graph, our procedure identifies a
four-reaction pathway including a conversion from
L-aspartate to glycine, which is in turn converted to
L-methionine (Figure 3(d)). None of the reactions in
this pathway is common with those of the
annotated methionine biosynthesis pathways in
either yeast or bacteria. Finally, path finding using
the raw graph (Figure 3(c)) produces a shortcut,
which links the source and target reactions in two
steps, using ADP and H2O as intermediates.
Lysine biosynthesis

In some cases, the shortest path between the
source and target reactions does not correspond to
the annotated pathway, but to pathways known to
exist in another organism. Such a result is obtained
when paths are searched in the SSM graph between
the first and last reactions of the E. coli lysine
2.3.3.14

homocitrate

1.5.1.7

1.2.1.31

l-2-aminoadipate 

6-semialdehyde

2.6.1.39

l-2-aminoadipate

4.2.1.36

homo-cis-aconitate

4.2.1.36

homoisocitrate

1.1.1.155

oxaloglutarate

1.1.1.155

2-oxoadipate

1.5.1.10

saccharopine

2,6-dic

1.8.99

hcl

1.13

1.8.99.-

gsh

6.3.2.3

acetyl-coa

saccharopine h

2-oxoglutarate

1.5.1.71.4.1.141.5.1.19 1.5.1.19

saccharopineh2o dpn

l-lysine

h+

dpnh

acetyl-coahomocitrate

2.3.3.14

coa

(a) (b) (c)

Figure 4. Evaluation of paths inferred by path finding in t
target reactions from the yeast. (a) Annotated pathway. (b) Pa
graph. (d) Paths found in the weighted graph.
biosynthesis pathway. Since lysine pathways are
completely different in yeast and bacteria, we
analyze them separately.

When performing path finding in the weighted
graph using the first and last reaction from the yeast
lysine pathway shown in Figure 4(a), all five lightest
paths match the annotated pathway over almost all
the reactions, representing one of the most impress-
ive results obtained with our procedure
(Figure 4(d)). The only difference with the anno-
tated pathway is that in the four top paths, the
fourth and fifth reactions are replaced by a single-
step shortcut. The fifth path corresponds to the
annotated pathway over the entire length, which
covers no less than nine reactions! Using the
raw graph (Figure 4(b)) or the filtered graph
(Figure 4(c)) , none of the annotated reactions is
found in the inferred paths.

When the first and last reaction of the bacterial
lysine pathway (Figure 5(a)) are provided as seeds,
the five shortest paths fit the four first reactions of
the annotated pathway (from L-aspartate to 2,3,4,5-
tetrahydrodipicolinate), and use alternative routes
from 2,3,4,5-tetrahydrodipicolinate to lysine
(Figure 5(d)). Among these, the two shortest paths
differ from each other only by the cofactor of the
fourth reaction. They differ from the annotated
pathway by using a two-reaction shortcut from
2,3,4,5-tetrahydrodipicolinate to meso-2,6-diamino-
hlorohydroquinone
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pimelate, instead of the four annotated reactions.
This alternative pathway is annotated in the KEGG
map. The first reaction of this alternative pathway
(R04336) is spontaneous. For the second reaction
(1.4.1.16), the enzyme has not been identified in the
E. coli genome, but is present in other bacteria
(Clostridium tetani, Corynebacterium glutamicum).

The third and fourth lightest pathways also differ
from each other by the cofactor in the fourth
reaction. At the end of the pathway, they propose
an alternative path converting 2,3,4,5-tetrahydrodi-
picolinate to LL-2,6-diaminopimelate in three
reactions; two of those are catalyzed in E. coli
(2.3.1.- and 2.6.1.-), but the last one (3.5.1.47) is
not. The enzyme catalyzing this latter reaction has
been isolated in Bacillus megaterium.

Finally, we see that the complete E. coli lysine
pathway is retrieved as the fifth ranking path
identified by our procedure using the weighted
SMM graph. Thus, although the annotated E. coli
pathway does not correspond to the shortest path, it
ranks high in the list of computed paths. Further-
more, some of the alternative inferred pathways are
likely to be relevant in other organisms. In a
previous work,28 using the filtered graph, some of
us showed that the entire E. coli lysine pathway
could be reconstructed from a subset of seed
reactions, but this was feasible only when the
linking distance between the seeds was less than
two intermediate reactions. With the weighted
graph, we are now able to infer the entire path
from aspartate to lysine in a single search. This is a
remarkable result given that, in order to bridge the
source and target nodes, a total of seven intermedi-
ate reactions had to be inferred in the correct order
from a very large number of alternatives.

Metabolic distances between pairs of function-
ally related enzymes

Having shown that path finding in the weighted
graph returns meaningful pathways, we can now
generalize its application to the problem of measur-
ing the metabolic distances and the distribution of
such distances between pairs of enzymes (or the
corresponding reactions/genes/proteins). The
metabolic distance is defined here as either the
sum of weights (weight distance) or the number of
steps (step distance) of the lightest path computed
in an SMM graph. In this application, which
involves a large number of calculations, the path
search was restricted to at most 12 metabolic steps
with a maximum score of 500.

We compared the metabolic distances of paths
computed between pairs of reactions annotated to
belong to the same metabolic pathway, and between
pairs of reactions chosen at random in the SMM
(Figure 6). We can expect that biochemically
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relevant connections will, in general, be identified
when pairs of intermediate nodes from the same
pathway are used as seeds. As a consequence, such
pairs should, on average, be connected via much
shorter paths than their random counterparts.

This is indeed what we find in the weighted graph
(Figure 6(c)): the distances between reactions within
a pathway are significantly shorter than those
between pairs of reactions/genes selected at random.
The overlap between the distance distributions
computed for the two classes of nodes is moderate.
The metabolic distance between two genes, as
computed here, can thus be used to estimate the
likelihood that they belong to the same pathway.
The small-world properties of the SMM network are
an artefact of irrelevant shortcuts

Figure 6(c) also shows that the step distances
between randomly selected reactions in the SMM
network show a wide distribution, ranging from 0
to 12 steps (the maximum distance allowed in the
calculations), the most frequent lengths extending
from five to eight steps. This observation contra-
dicts previous reports on the small-world property
of metabolic networks, which stipulates an average
distance of two to three steps between randomly
selected enzymes.15–17

The main difference between our approach and
those used by the proponents of the small-world
property is that the latter analyzed either the raw
SMM graph15 or an unweighted graph from which
pool metabolites had been excluded.16,17 In order to
assess the effect of the type of graph on the small-
world properties, we calculated, in the raw
(Figure 6(a)) and filtered (Figure 6(b)) graphs, the
distribution of metabolic distances between pairs of
reactions chosen randomly, and between pairs of
reactions belonging to the same metabolic pathway.
Not surprisingly, the distances between random
reactions are very short in the raw graph, the most
common distances being one and two steps. The
filtered graph (Figure 6(b)) shows an intermediate
behavior: distances between random reactions
range from one to six steps, the most frequent
cases being two to three steps.

Another interesting question is the discrimi-
nation power, expressed as the difference between
distances computed between reactions within
metabolic pathways and between random pairs of
reactions. Using the raw graph, the distance
distributions for the two types of enzyme pairs
overlap significantly (Figure 6(a)). With the exclu-
sion of pool metabolites, this overlap is reduced
(Figure 6(b)). But the best discrimination is obtained
when distances are computed using the weighted
graph (Figure 6(c)).

Having demonstrated here that the paths found
in the raw SMM graph have little in common with
biochemical pathways, whereas those computed
using the weighted graph correspond closely to
these pathways (Table 1), the fact that the small-
world properties are observed mainly in the raw
SMM graph suggests that these properties are an
artefact, arising from the irrelevant shortcuts
through the highly connected pool metabolites
such as H2O, HC. Arita26 came to the same
conclusion in a study taking into account only the
biochemically relevant connections between
reactions the metabolic network.
Discussion

A number of recent studies applied graph theory
to analyze metabolic networks.15–18 In none of
these, however, was path finding applied to
weighted SMM graphs and, to the best of our
knowledge, few if any have systematically evalu-
ated the relevance of the computed paths by
comparing them with annotated pathways.

Here, we introduced a novel representation of the
SMM network as a weighted graph and showed
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that this approach presents a number of important
advantages. The most obvious of them is that it
reduces the probability of selecting meaningless
shortcuts when navigating in the graph, without
requiring to make somewhat arbitrary choices of
the compounds to exclude.13,16,17,21,28

Other advantages of this representation were
revealed when comparing the shortest paths
between the first and last reactions of known
metabolic pathways, computed using various
types of SMM graphs. We found indeed that the
shortest paths identified in raw graphs were of
limited relevance, because they often represented
shortcuts through pool metabolites or co-factors
which carry out “generic” chemical reactions as
part of many different enzymatic reactions carried
out by different enzymes on different substrates.
The exclusion of a few highly connected com-
pounds from the SMM graph improved the results,
but inferred that intermediate steps are correct only
for very short paths (one to three intermediate
steps). In contrast, using a weighted SMM graph,
where weights are assigned to individual com-
pounds proportional to their degree of connectivity
in the network, drastically improved the correspon-
dence between computed paths and annotated
pathways. On average, w86% of the intermediate
reactions and compounds are correctly inferred,
and these reactions are positioned in the correct
order along the path. The pathways that could be
correctly inferred were also considerably longer
than with unweighted graphs.

Our detailed analysis of a few selected cases,
furthermore, showed that even when the shortest
(lightest) path, computed using the weighted
SMM graph, does not correspond to the anno-
tated pathway, the latter is often among the next
four shortest paths. The reason why other paths
are ranked higher is that they have lower weights
than the annotated pathway. We found however,
that these lighter paths can, at least in some
cases, represent biochemically relevant pathways
known to occur in other organisms than E. coli or
S. cerevisiae, used as the references in this study.

The very good overall performance of our path
finding procedure is quite remarkable, considering
the simplicity of the weighting scheme used, which
takes into account only the chemical identity of the
compounds and the frequency with which each
compound is consumed and produced in metabolic
reactions annotated so far and curated in databases
such as KEGG.

Several previous studies reported encouraging
results for the reconstruction of metabolic pathways
from information on reactions and metabolites
available in KEGG or other sources. All take into
account the chemical structure of the metabolites
and the stoichiometry of the chemical reactions,26,27

and some also include simple calculations of the
free energy of the chemical transformations and
resulting pathways.32–34 Such analyses require a
much more detailed level of annotation on metab-
olites and reactions (detailed chemical structure,
stoichiometry etc.), as well as sophisticated and
time-consuming algorithms for performing tasks
such as finding common sub-structures between
metabolites, or evaluating the reaction and pathway
free energies. While we believe that these more
chemically and physically grounded approaches
are sound and will ultimately prevail, they
currently involve many approximations and incor-
porate ad hoc rules (several of these approaches still
specifically prevent connections through co-factors
and bulk compounds). The remarkable success of
our simplistic approach in building valid biochemi-
cal pathways is therefore of interest, especially since
it is backed up by a systematic validation against
known pathways, something that the other studies
have not provided.

In one of the first applications of path finding
to the metabolic network, Kuffner and co-
workers23,35 searched all possible paths of at
most nine steps from glucose to pyruvate, and
identified no less than 500,000 different pathways.
Given this impressive number of possibilities, the
level or accuracy reached by our weighting
method is quite surprising. This suggests that,
when poorly connected compounds are favored
(by their lower weight), the metabolic network
offers a relatively low number of possible ways to
link key metabolites. Exceptions to this rule
concern pathways such as the E. coli purine
biosynthesis, where AMP, ADP, GMP and GDP
are used as intermediates between reactions,
whereas in most other pathways they appear as
side substrates. These pathways are precisely
those that our method fails to identify.

We cannot completely discard the hypothesis
that the good correspondence between the light-
est paths in the weighted graph and the
annotated pathways might simply reveal the
incompleteness of current annotations of meta-
bolic reactions, and that the performances will
decrease when the annotations will be more
complete. Let us note, however, that the KEGG
network already contains 5985 reactions, many of
which are not part of any annotated pathway.

An alternative hypothesis would be that the
possibilities to convert a key metabolite into
another one are constrained, and that most of
the intermediate compounds are involved in a
very few pathways, due to some functional or
biochemical properties. A recent study,34 employ-
ing a crude method to estimate the free energy
balance of reconstructed pathways,32,36 showed
that known pathways follow the most thermo-
dynamically favorable path relative to alternative
pathways, suggesting that thermodynamic con-
straints might play a role in the evolutionary
design of pathways. Although it is unclear at
present how general these findings are, such free
energy constraints, if they exist, might be related
to the specificity properties that we observe here.

Indeed, the free energy balance of a reaction in
a pathway can be expressed as the difference in
free energy of formation of the products, minus



† ftp://ftp.genome.ad.jp/pub/kegg/ligand/

Path Finding in Weighted Metabolic Networks 233
that of the substrates. The free energy of
formation of a biochemical compound can, to a
first approximation, be estimated from that of the
chemical groups that compose it.32,36 Thus, only
chemical groups that differ between the sub-
strates and products of a given reaction can
provide a non-zero (positive or negative) contri-
bution, which is, in general, quite small however,
whereas the contribution of the identical portions
cancels out. The likelihood of producing a
favorable overall free energy balance in a path-
way, while keeping the free energy fluctuations
low, might be enough to confer the specificity
that we observe. Further work to confirm the link
between the path score and specificity properties
of pathways and their free energy balance is
currently underway in our laboratory.

Several earlier studies revealed the small-world
properties of SMM networks.15–17 Jeong and co-
workers analyzed the SMM network comprising
all the reactions from all organisms, and showed
that the shortest path between any two com-
pounds is, on average, around three steps.15

Wagner and Fell reached the same conclusion
by analyzing a subset of the metabolic reactions,
involved in the central metabolism,16,17 and from
which pool metabolites had been discarded. This
small-world property of metabolic networks is
now widely accepted, and was subsequently
characterized in other types of biological net-
works. Performing a separate analysis using the
subsets of reactions catalyzed in different organ-
isms, Jeong and co-workers came to the surpris-
ing conclusion that the average metabolic
distance remained unchanged irrespective of the
number of enzymes present in the organism.15

It is noteworthy, however, that none of the
above-mentioned analyses attempted to establish
the biological relevance of the computed paths. In
particular, the analysis by Jeong and co-workers15

relied on the raw SMM graph, which as shown
here, yields mostly invalid paths that tend to be
short because they link reactions through highly
connected pool metabolites (H2O, ATP, O2,.).
Discarding obvious pool metabolites as done by
Fell & Wagner,16 produces more relevant paths,
but, as proven here, relevant paths are produced
only over short distances (one to three steps). On
the other hand, the highly relevant paths
computed with our weighted graphs span a
significantly wider range of distances (of up to
eight steps), strongly suggesting that small-world
properties and ensuing analyses reflect methodo-
logical artefacts rather than some natural prop-
erty of the SMM networks. This observation is in
good agreement with the conclusions recently
reached on the basis of a completely different
approach.26

Lastly, having established the biochemical
relevance of the inferred paths found in the
weighted SMM graph, we suggest that the length
(in steps or in weight) of computed paths can be
taken as a measure of the “metabolic distance”
between two reactions or, by extension, between
two enzyme-coding genes. In addition, our
approach could be used to infer metabolic
pathways in newly sequenced genomes (meta-
bolic reconstruction) or from functionally linked
genes (e.g. clusters of co-expressed genes). But
such applications will have to tackle several
issues. Given the connectivity of the metabolic
network our algorithm will always compute a
shortest path between any pair of seed nodes, but
will provide no indication on whether this path is
actually feasible. Such indication could, however,
be obtained using statistical criteria, which
evaluate the likelihood that an inferred path
represents a feasible metabolic pathway or a
random path, respectively, or criteria based on
measures of the free energy balance of the
computed pathways32,36 and how it compares
with those of known pathways.

Another issue to be tackled is that our procedure
relies on a two-end path finding, requiring the
specification of a source and target nodes
(reactions or compounds). In practice, however,
the source and target in the pathway to be inferred
are not known, but available evidence may
indicate that a set of enzyme-coding genes are
functionally linked (e.g. cluster of co-expressed
enzyme-coding genes). In such a case, two-end
path finding can be readily extended by searching
for paths between each pair of seeds in the
considered set, and collecting the minimal sub-
graph that connects all of them, subject to certain
constraints. Some of us previously implemented
such a subgraph extraction procedure to the
filtered metabolic graph.25,28 We showed that it
allows us to infer pathways from clusters of co-
expressed genes,25 by inferring missing steps with
a short linking distance (one or two inferred
steps).28 The application of such a subgraph
extraction to the weighted graph representation
will hopefully improve the relevance and increase
the length of the links between pairs of seed
reactions.
Methods

Metabolic networks
LIGAND/KEGG metabolic network

Compounds and reactions associated with SMM in all
organisms were parsed from the KEGG/LIGAND
database†. The universal SMM graph was built from all
known metabolic reactions, regardless of the presence of
the corresponding enzymes in the considered organism.
We did so for two main reasons: (i) genome annotations
are currently very fragmentary, so that an enzyme might
be present in an organism even if it is not annotated in its
genome; (ii) we did not want to discard non-catalyzed
(spontaneous) reactions from the network. A bipartite

http://ftp://ftp.genome.ad.jp/pub/kegg/ligand/


Table 2. List of compounds excluded in the filtered graph

Compounds Kegg Identifier Degree
1 H2O C00001 2002
2 ATP C00002 448
3 NADC C00003 601
4 NADH C00004 593
5 NADPH C00005 593
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graph was built by creating one node per compound and
two nodes per reaction (one for the direct and one for the
reverse reaction, respectively). Arcs connect compounds
to reactions (substrates) and reactions to compounds
(products).28 This graph comprises a total of 16,356 nodes,
with 4756 compounds and 5985 reactions (represented by
11,970 nodes). Those nodes are connected by 23,633 arcs.
6 NADPC C00006 596
7 O2 C00007 700
8 ADP C00008 328
9 Phosphate C00009 369
10 Coenzyme A C00010 319
11 CO2 C00011 373
12 Pyrophosphate C00013 270
13 NH3 C00014 284
14 UDP C00015 203
15 AMP C00020 150
16 Pyruvate C00022 147
17 Acetyl coenzyme A;

acetyl-coA
C00024 131

18 L-Glutamate C00025 121
19 2-Oxoglutarate C00026 143
20 H2O2 C00027 152
21 Acceptor C00028 173
22 UDP-glucose C00029 82
23 Reduced acceptor C00030 170
24 Acetate C00033 95
25 GDP C00035 45
26 Oxaloacetate C00036 41
27 Succinate C00042 79
28 GTP C00044 29
29 CMP C00055 63
30 UTP C00075 26
31 HC C00080 631
32 UMP C00105 28
33 CDP C00112 13
34 Reduced ferredoxin C00138 24
35 H2 C00282 15
36 FADH2 C01352 35

Compounds are listed in order of decreasing connetivity. For
each compound are given: its name (leftmost column), the
EcoCyc metabolic network

An independent analysis was performed with the
metabolic network from EcoCyc†. This network com-
prises 1348 reactions and 1329 compounds, and was
represented as a bipartite graph totaling 4025 nodes and
5412 arcs, built as described above.

Raw, filtered and weighted networks

Three variants of the metabolic network graphs were
used:

(1) Raw graph, in which all nodes (compounds and
reactions) were assigned equal weights (WZ1).

(2) Filtered graph is the raw graph from which we
discarded a selection of 36 highly connected com-
pounds (Table 2). The compounds were sorted
according to their degree of connectivity, and the
top of this sorted list was examined, in order to
discard compounds that are usually considered as
side substrates or pool metabolites in reactions (e.g.
H2O, HC), but to conserve those that are essential
intermediates (e.g. S-adenosylmethionine).28

(3) Weighted graph. This graph was built as the raw
graph, but each compound node was assigned a
weight Wn equal to its degree of connectivity, i.e. the
number of reactions n in which it participates either as
a substrate or as a product. All reaction nodes were
given a weight of 1.
compound ID in the LIGAND database (middle column) and the
compound degree (number of reactions in which it is involved
(rightmost column).
Path finding

A path finding procedure was implemented to search
for the k lightest paths (i.e. with minimum weight)
between a pair of source and target nodes in the metabolic
network graphs.30 This procedure implements depth-
first-search (backtracking) algorithm, adapted to fulfil the
constraint that nodes referring to the same reaction (direct
and reverse) are mutually excluded (cannot both be
traversed in the same path).28 The weight of a path was
defined as the sum of the weights of its nodes. Our
algorithm accepts any type of node (reaction or
compound) as source or target; in this work, however,
paths are always computed between two reaction nodes.

Each computed path p between a pair of source and
target nodes is characterized by the following quantities:

(1) Number of steps S. A step is defined as the link
between two reaction nodes via a single compound
node (the intermediate metabolite), which is the
product of the first reaction and the substrate of the
second one. A path of S steps contains thus SC1
reactions (including the source and target), and S
intermediate compounds.

(2) Path weight Wp. This quantity is defined as the sum of
the weights of all nodes (Wn) traversed by the path (p),
† http://www.ecocyc.org/
including the source and target nodes (see below):

Wp Z
X

n2p

Wn (1)

(3) The weighted distance Ds,t from a source node s to
target node t is defined as follows:

Ds;t Z Wp KðWs CWtÞ=2 (2)

where Ws and Wt are the weights of the compound
produced by the reaction at the source node and the
compound consumed by the reaction at target node,
respectively. The second term in equation (1) ensures that
Ds,tZ0 when the source and target nodes are the same.

Due to the mutual exclusion of direct and reverse
reactions, path finding turns to an NP complete problem
in our SMM31 and search times increase exponentially
with the size of the searched graph. A threshold can be
specified for the maximum allowed path length (number
of steps) and/or a maximum path weight to limit
calculation time. Imposing a threshold on path weight
may effectively exclude some highly connected pool
metabolites. For instance, imposing a maximum path
weight of 500 excludes H2O, O2, NADC, NADH,
NADPC, HC, NADPH, because each of these nodes has

http://www.ecocyc.org/
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a weight larger than 500. This parameter has thus to be
used with caution.

Annotated pathways

To validate our path finding approach we compared
the computed pathways with well-characterized meta-
bolic pathways in two model organisms: the yeast
S. cerevisiae and the bacteria E. coli. The pathways
annotated in KEGG could not be used for this study,
because most are not organism-specific. They represent
reactions involved in portions of pathways common to
different organisms, as well as in organism-specific
branches and provide no indication of the initial
substrates and end products.

A first set of pathways specific for two model
organisms was obtained from the aMAZE database.14

These pathways are represented as oriented graphs of
reactions and compounds, with the latter being cross-
referenced to those in KEGG/LIGAND database. The
number of reactions per pathway in the aMAZE dataset
varies considerably. The distribution of pathway lengths
(Figure 1 of Supplementary Data) is highly asymmetric,
with a mean of 4.7 and a median of three reactions per
pathway. Pathways having less than three reactions (e.g.
alanine biosynthesis from pyruvate) were not considered
here, leaving us with a total of 56 pathways (15 from
S. cerevisiae and 41 from E. coli) for this study.

Path finding performed using the compound and
reaction network from the EcoCyc database was vali-
dated against the pathways annotated in that database.
From the 183 E. coli pathways annotated in EcyCyc, 73
were discarded because they contain less than three
consecutive reactions. Four because they contain several
disconnected cycles, and two others were not considered
because they contain multiple cycles. The remaining 104
pathways were used for our evaluation.

Comparing inferred to annotated pathways

To assess the performance of our path finding
algorithm, the paths computed by our procedure
(“inferred pathways”) were compared to the correspond-
ing annotated pathways. This comparison involved the
calculation of the following quantities:

(1) True positives (TP). The reactions and compounds
found in the inferred pathway that are also part of the
annotated pathway. The source and target reaction
nodes are not considered.

(2) False positives (FP). The reactions and compounds
found in the inferred pathway but not in the
annotated pathway.

(3) False negatives (FN). The reactions and compounds in
the annotated pathway but not found of the inferred
pathway.

(4) Sensitivity. SnZTP/(TPCFN), is the fraction of the
reactions and compounds of the annotated pathway
that is recovered in the inferred pathway.

(5) Positive predictive value. PPVZTP/(TPCFP), is the
fraction of the reactions and compounds in the
inferred pathway that belongs to the annotated
pathway.

(6) Accuracy. AcZ(SnCPPV)/2, is the average of the
previous two measures.

Note that it is essential to avoid evaluation criteria
based on the rate of true negatives (TN), defined as
reactions or compounds found in neither the annotated
nor the inferred pathways. Indeed, since the number of
reactions in a pathway (typically three to nine) is so much
smaller than the size of the network (5985 reactions), the
percentage of TN is always w1, which would favorably
bias any evaluation. For this reason, the classical
definition of specificity SpZTN/(TNCFP), cannot be
used in this study, and we use the PPV instead.
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métaboliques. Master thesis, Université Libre de Brux-
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