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As the number of completely sequenced genomes rapidly
increases, the postgenomic problem of gene function
identification becomes ever more pressing. Predicting the
structures of proteins encoded by genes of interest is one
possible means to glean subtle clues as to the functions of
these proteins. There are limitations to this approach to gene
identification and a survey of the expected reliability of different
protein structure prediction techniques has been undertaken.
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Abbreviations
CAFASP Critical Assessment of Fully Automated Structure Prediction
CASP Critical Assessment in Structure Prediction
HMM hidden Markov model
ORF open reading frame
PDB Protein Data Bank
RMSD root mean square deviation

Introduction
It is expected that a first draft of the complete human
genome sequence will be available sometime in the year
2000. Although the completion of the sequence will proba-
bly take several more years, this milestone alone represents
a major breakthrough in molecular biology. Sequencing
efforts for simpler organisms are also continuing to produce
increasing volumes of valuable data and, at the time of writ-
ing, some 30 or so complete bacterial genome sequences
are available in the sequence databanks.

As we are now clearly moving into the postsequencing
phase of many genome projects, attention is becoming
more and more focused on the correct identification of
gene function. Assigning a function to a gene is an
important first step in characterising its role in the vari-
ous cellular processes and, without this information, the
value of genome sequencing is greatly reduced. Of
course, simple sequence comparison techniques are by
far the most widely used method for making an initial
identification of a particular gene product. By identify-
ing homology between a new gene and a gene of known
function, some inferences can be made as to the function
of the new gene. How reliably the function can be
extrapolated to the new gene depends on a number of
factors, but the principle factor is, of course, the degree
of sequence similarity observed.

In recent years, sequence comparison methods, such as
PSI-BLAST [1], or methods based on hidden Markov
models (HMMs) [2] have ‘pushed the envelope’ as far as

detecting homologous relationships goes. Of course, as
more and more remote relationships are being considered,
it becomes less clear as to how reliably one can map the
function of one gene to another [3]. Nonetheless, sensi-
tive sequence comparison techniques are still the most
important technology that we have for rapidly characteris-
ing new gene products.

Despite the power of modern sequence comparison tech-
niques, there still remain open reading frames (ORFs) that
either match no other entry in existing sequence data-
banks or match proteins that are also of unknown function.
These sequence orphans or ‘ORFans’ [4•] are a source of
great debate. Certainly, at present, this class of gene repre-
sents a large fraction of larger completely sequenced
genomes. However, estimates of the number of orphans
vary greatly [4•,5] and, consequently, different opinions
exist as to how much of a problem these genes represent.
The recent paper by Fischer and Eisenberg [4•] suggests
that the fraction of genomes falling into the category of
sequence orphans is unlikely to change rapidly.

These conclusions are based on the observation that the
number of uncharacterisable ORFs in the yeast genome,
for example, has not been reduced substantially in the two
years or so since it was first completely sequenced. This is
despite the fact that the sizes of the sequence databanks
have more than doubled over this period. Underlying this
kind of estimate is, of course, the fact that, even for yeast,
it is still not possible to be certain about the true number
of expressed genes. The fraction of the approximately
6000 ORFs found in the yeast genome that really relate to
expressed proteins is still unknown. Indeed, at the
extreme end, one recent calculation [5] on the yeast
genome suggests that the true fraction of yeast ORFs that
are sequence orphans may be as little as 5%.

No matter what is the true number of sequence orphans,
the fact is that there remains a ‘hard core’ of small
sequence families across a wide variety of genomes for
which no functional information apparently exists.

Direct experimental function determination is perhaps the
ideal approach to characterising these orphan proteins.
Gene knockout experiments and expression array tech-
niques are just two of many experimental techniques that
are now being widely applied to function determination.
New theoretical methods for predicting gene function
have also been proposed [6••,7••]. Two basic ideas are rep-
resented by these methods. Firstly, proteins of similar
function may ‘co-evolve’ [6••]. In other words, groups of
proteins that are found in some organisms, but not others,
may share some common function. Proteins that might be
found, for example, in aerobic organisms, but never in
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anaerobic organisms, may well have a role in the utilisation
of molecular oxygen. Of course, because of the broad scope
of this level of functional classification, the value of this
kind of functional classification is rather uncertain.
Nevertheless, this kind of information might well produce
some unique clues for at least a few sequence orphans.
The second idea, which has been proposed independently
by two groups [6••,7••], has been called the ‘Rosetta
sequence’ method by Eisenberg and colleagues [6••]. In
this case, possible protein–protein interactions are predict-
ed by identifying separate protein domains that are
sometimes observed to be fused together in some organ-
isms. Of course, there are a number of well-known
exceptions to this rule (many protein modules for exam-
ple) but, despite this, Rosetta sequences may well offer
some tantalising clues as to the network of interactions that
is present in living cells.

Structure/function paradigm
It is now well known that protein structure is much more
highly conserved than protein sequence. It is also evident
that it is the tertiary structure of a protein that creates the
means by which it functions. Given these two observa-
tions, it is not surprising that many people believe that
determining the 3D structure of a protein can provide
valuable information as to its function and mechanism.
One aspect of this belief is the impetus to solve experi-
mentally the structure of every protein encoded by a
bacterial genome. Some such structural genomics initia-
tives are already underway [8,9] but, as yet, none of these
projects has produced large numbers of new structures, as
they remain in the pilot stage of development. Despite
great improvements to the basic techniques of X-ray crys-
tallography, particularly the use of synchrotron radiation
sources, the rate-limiting step in structure determination
remains the expression, purification and crystallisation of
the target proteins. NMR techniques offer some scope for
avoiding some of these difficulties, but they are still lim-
ited with respect to the size of protein that can be
routinely tackled.

In the absence of any revolution in the experimental struc-
ture determination fields, it is hoped that theoretical
methods may help ‘fill the gaps’ in ‘fold space’. Given that
it has been estimated that the probability of a novel gene
product having an entirely new fold is less than 30% [10],
methods for recognising known folds are, of course,
expected to be a powerful means for obtaining structural
information about a new gene. Beyond fold recognition,
there also lies the hope that methods will become available
that might calculate an approximate fold for a given pro-
tein sequence without reference to a template structure.

The question of prediction will be covered later but, for
the time being, let us ignore this problem. Suppose a
method did exist for accurately predicting protein tertiary
structure or that we had solved the structures of all the
proteins in a genome of interest. The question remains as

to how useful is protein structure for elucidating the
function of a protein.

At the most basic level, there are apparent correlations
between the broad functional class of a protein and its
function. In a recent survey of the structures in the
PDB [11], for example, Thornton and colleagues [12•]
show that the majority of enzyme structures are found to
be in the αβ-fold class, as are nucleotide-binding
domains. Unfortunately, these observations, although
suggesting a relationship between fold and function, have
little or no predictive value. Clearly, it would be foolish to
say that just because a protein is in the αβ-fold class it is
likely to be an enzyme, even though one would be more
often right than wrong.

Hegyi and Gerstein [13•] have looked more closely at the
relationship between fold classification and enzyme classi-
fication (EC number), using BLAST [1] to cross-reference
the SCOP database and SWISS-PROT. In terms of fold
class biases, their data are in broad agreement with the
observations made by Thornton et al. [12•] and earlier work
by Martin et al. [14]. By extending their dataset by count-
ing not just entries in the PDB, but also homologues in
SWISS-PROT, Hegyi and Gerstein [13•] were also able to
make some statements about the statistical relationship
between functional class and protein topology. They esti-
mate that the average number of functions found to be
associated with a particular fold is 1.2 for both enzymes and
nonenzymes, and 1.8 for enzyme-related folds alone.
Furthermore, they found the average number of folds for a
given function to be 3.6 (2.5 for enzymes alone). This sug-
gests that, on average at least, the correct prediction of a
protein fold is a very good pointer to its function.
Unfortunately, this apparent good news is somewhat
marred by the observed biases in fold distributions. The
superfolds [15], such as the (αβ)8 (TIM) barrel, have been
long known to be associated with a very large number of
functions. Hegyi and Gerstein found the top five ‘multi-
functional folds’ to be the TIM barrel, the αβ hydrolase
fold, the Rossmann fold, the P-loop-containing NTP
hydrolase fold and the ferredoxin fold (Table 1).

From this, we can see that assigning the TIM barrel fold
to a particular gene product will give little information as
to its function. In all probability, the gene would encode
an enzyme (as almost all proteins with the TIM barrel fold

372 Sequences and topology 

Table 1

The five most ‘multifunctional’ folds [13•].

Fold Number of functions

TIM barrel 16
αβ Hydrolase fold 9
Rossmann fold 6
P-loop-containing NTP hydrolase fold 6
Ferredoxin fold 6



are known to be enzymes) but, beyond this, very little
functional insight would be gained. Sadly, the superfolds
also account for the majority of observed structural simi-
larities. Orengo et al. [15] estimated that roughly half of
the observed structural similarities were found to be
among the 10 superfolds. Whenever a nonsuperfold struc-
ture is assigned to a new gene, however, the chances are
that the functions of the template protein and the gene
are indeed similar.

As we have seen, under the right circumstances, assigning
a correct fold to a gene product can provide significant
clues as to its function. This assumes, of course, that the
fold has already been associated with a known function.
Fortunately, the vast majority of proteins with known 3D
structures belong to well-characterised families for which a
lot of biochemical knowledge has been collected. The var-
ious structural genomics initiatives may, however, start to
change this picture. Perhaps the first hint of things to come
was the recently determined structure of the Escherichia
coli protein HDEA by Yang et al. [16] The structure of this
protein was actually solved by accident, as it turned out to
have an almost identical molecular weight to the protein
the crystallographers were trying to investigate. Despite
this, the HDEA structure (Figure 1) offers a stark lesson to
both experimentalists and theoreticians alike, as it is a pro-
tein of entirely unknown function. Worse still, HDEA is
currently a sequence orphan and so techniques such as
evolutionary profiling [6••,7••] are not applicable.

Other attempts at genomic functional assignment by
means of structure determination have been documented
[17,18]. In the first of these cases [17], despite a structur-
al resemblance to chorismate mutase, no similarity was
observed between their active sites and the crystal struc-
ture of the yjgF gene product from E. coli revealed very
few clues to the protein’s function. In the second case
[18], the crystal structure of Methanococcus jannaschii ORF
MJ0577 not only revealed the presence of bound ATP
(suggesting a probable ATPase or an ATP-mediated mol-
ecular switch), but also incorporated several structural
motifs known to be associated with ATP binding.
Although this is a positive example whereby structural
studies have revealed functional information, the fact
that part of the functional characterisation was based on
the presence of a co-crystallised ATP means that this
result is less applicable to the case of structural prediction
and fold assignment.

Of course, in the absence of similarity at the level of
sequence or structure to proteins of known function, the
possibility remains that the function of a protein might be
deduced from an analysis of its 3D structure alone. Several
ideas have been put forward for trying to identify particu-
lar arrangements of atom groups that might form an active
site in a given structure [19–22].

Russell et al. [20] have looked at the spatial arrangement of
active site residues in different fold families and have
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Figure 1

(a) (b) (c)
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(a) The X-ray structure of HDEA (PDB code 1BG8) is shown using the
program MOLSCRIPT [55]. This structure is interesting because, despite
the fact that a highly resolved structure was obtained experimentally
[16] and a reasonable 3D model for the protein was obtained by ab
initio prediction [50•], the function of the protein remains unknown. Not
only is HDEA a sequence orphan but also, at the time of writing, no
significant similarity can be found between the fold of HDEA and that of
any other protein. (b) The structure of the protein encoded by

M. jannaschii ORF MJ0577 (PDB code 1MJH) is shown [18]. Several
of the incorporated structural motifs are known to be associated with
ATP binding. ATP was found in the X-ray structure and the binding of
ATP was confirmed experimentally. (c) The X-ray structure of the yjgF
gene product from E. coli (PDB code 1QU9) revealed that the fold of
this protein is similar to that of chorismate mutase from Bacillus subtilis.
However, the similarity did not, in this case, help to reveal anything
about the function of the gene, as the active sites were clearly different.



found that the distributions are nonrandom. Despite the
detailed differences in the active sites of the different fold
families, the active sites are often located in a similar
region of the fold. The authors call these regions ‘super-
sites’ and suggest that certain geometric features of a
particular fold make certain regions of the fold more likely
to form a binding site than other regions. At a more
detailed level, Russell et al. [20] also identify similarities in
the active site geometry of enzymes with similar functions,
but different folds. They suggest that this should permit
the creation of active site templates that might allow the
recognition of the active site in a protein structure of
unknown function. Wallace et al. [19] have also suggested
a very similar idea.

Fetrow et al. [21,22] have also proposed a method for iden-
tifying the function of a given protein structure. In their
case, however, they explicitly apply the technique to pre-
dicted protein structures. As a proof of concept, Fetrow
et al. generated a ‘fuzzy template’ for the thiol/disulfide
oxidoreductase activity of the glutaredoxin/thioredoxin
protein family and used this template to assess models
produced by a fold recognition method applied to ORFs
found in E. coli.

Fold recognition methods for genome analysis
Given the potential benefits of assigning a correct struc-
ture to a newly discovered gene product, it is not surprising
that several groups have applied existing fold recognition
methods to genome analysis. These methods can be clas-
sified into roughly three classes: sequence profile methods
(e.g. [1,2,23]), structural (3-D-1-D) profile methods
(e.g. [24,25]) and threading methods (e.g. [26–28]).

The first attempt at assigning folds to genome sequences
made use of a structural profile method. Fischer and
Eisenberg [29] used a development of the original
3-D-1-D profile method [24] to assign folds to the ORFs
found in Mycoplasma genitalium, the smallest known bac-
terial genome. They found that 16% of the ORFs could
be assigned to a known fold by means of simple sequence
comparison and that an additional 6% could be assigned
to a known fold at high confidence using their fold recog-
nition method.

Despite the fact that many different threading (pair poten-
tial based fold recognition) methods have been developed,
only a single attempt at applying these methods to genome
analysis has been described [30]. Grandori applied the
ProFit method [28] to analyse the ORFs in
Mycoplasma pneumoniae, a slightly larger genome than
M. genitalium. In this instance, to save time, proteins that
could be matched to known structures by simple sequence
comparison were excluded from the analysis, along with
proteins longer than 200 residues. This latter restriction
was to remove multidomain proteins from consideration.
Of the 124 ORFs remaining, Grandori was able to recog-
nise folds for 12, giving a recognition rate of 10%.

Interestingly, a number of disagreements were reported
when these results were compared with the results from
Fischer and Eisenberg [29] (by identifying M. pneumoniae
homologues in M. genitalium). This is not surprising given
the relatively low overall reliability of pure fold recognition
methods, but is surprising because, in some cases, both
predictions were apparently very significant.

Although Fischer and Eisenberg [29] and Grandori [30]
performed basic sequence comparisons to detect obvious
homologues to known structures, it is clear that the possi-
bility existed that better sequence comparison techniques
could have been applied and that these techniques could
have assigned a greater number of folds to ORFs. In
answer to this, a number of groups [31–34] have used
PSI-BLAST [1], which is an iterative sequence profile
method based on the standard gapped BLAST method [1].
PSI-BLAST has proven to be not only a very sensitive
sequence comparison method, but also very reliable. To
get the best results from PSI-BLAST, it should be used in
both ‘directions’, as shown by Teichmann et al. [31].
Normally, each ORF is scanned against a set of precalcu-
lated PSI-BLAST profiles. Although these profiles are
slow to calculate, this process only has to be done once for
each sequence of known structure. Assigning folds to
ORFs using this procedure is thus fairly efficient. To
achieve the second search direction, a PSI-BLAST profile
must be calculated for each ORF and this profile can be
scanned against a library of sequences relating to known
structures. Given that the calculation of a single
PSI-BLAST profile takes 10 minutes on average using a
modern work station, for large genomes, this second
approach is very computationally expensive and relatively
impractical. Despite this disadvantage, extra matches can
be found when both searches are carried out.

Rychlewski et al. [35,36] attempted to exploit this asym-
metry in PSI-BLAST profile comparisons using a
comparison method based on the alignment of one pro-
file with another. Their method, BASIC, requires that
profiles be computed for each sequence in the 3D struc-
ture library and also for each ORF. These two sets of
profiles are then compared by means of a local dynamic
programming algorithm.

Jones [37••] has developed a hybrid method for assigning
folds to genome sequences, called GenTHREADER.
GenTHREADER uses a traditional sequence profile
alignment algorithm to generate alignments that are evalu-
ated by a method derived from threading techniques. As a
final step, the alignment scores and threading energy sums
for each threaded model are evaluated by a neural network
in order to produce a single measure of confidence in the
proposed prediction. The method was applied to the
genome of M. genitalium; analysis of the results showed that
as many as 46% of the proteins derived from the predicted
protein coding regions had a significant relationship to a
protein of known structure.

374 Sequences and topology 



More recently, GenTHREADER predictions have been
compiled for 25 complete genomes and have been
stored in a Web-accessible database at URL: http://glo-
bin.bio.warwick.ac.uk/genomes.

Third Critical Assessment in Structure Prediction
If prediction methods are going to be accepted by the biol-
ogy community at large, then it is essential that the
reliability of these methods be assessed in such a way as to
convince a sceptical audience. Despite the fact that indi-
vidual authors of automatic prediction methods do attempt
both to properly benchmark their methods and to provide
useful measures of confidence alongside their predictions,
there still remains the possibility that the published results
are somewhat better than might be expected in cases in
which the true structure is unknown. The recent third
Critical Assessment in Structure Prediction (CASP3)
experiment was carried out in 1999 and allows some indi-
cation to be gained concerning the reliability of truly blind
predictions using different methods.

Detailed results from the experiment have been pub-
lished in a special issue of Proteins [38••], along the same
lines as previous special issues. The raw data from the
CASP3 evaluation are also available on the Internet
(URL: http:/predictioncenter.llnl.gov).

Comparative modelling
Again, there seem to have been very few significant devel-
opments in the actual process of comparative modelling in
recent years; this was apparent from the remarkable homo-
geneity of the methods used at CASP3. One issue that
perhaps did emerge from the CASP3 meeting was that
some progress seems to have been made in terms of the
full automation of comparative modelling. Ideally, for

genome annotation, it should be possible to make
sequence alignments and build good quality 3D models
from these alignments without requiring human interven-
tion. Sanchez and Sali [39•] have already shown that a large
fraction of the yeast genome can be automatically mod-
elled by homology to known 3D structures using their
program MODELLER but, so far, progress has been lim-
ited to ORFs with relatively high sequence similarity to
the template protein structures. Although at CASP3 the
better comparative modelling results were obtained from
groups that employed a number of nonautomatic refine-
ment techniques [40,41], several groups did manage to
produce remarkably good models for quite distantly relat-
ed target–template pairs using sequence profile methods
[42] or fold recognition methods [43].

Fold recognition
In the absence of suitable homologous template structures
with which to build a model for a given sequence, fold
recognition methods provide another option for construct-
ing useful tertiary structural models. It was clear at CASP3
that these methods are now beginning to mature, but it
was also clear that such methods seem to have reached a
plateau in terms of the accuracy of the models that are pro-
duced. Although there are clearly many ways of
representing the results from CASP3 — as will be clear
from the many different suggested schemes documented
in the special issue of Proteins — perhaps the main ‘take-
home message’ from the fold recognition results can be
seen in Figure 2. In this figure, the highest alignment
accuracy from any of the assessed fold recognition methods
is plotted alongside the alignment accuracy from the best
sequence-based method (e.g. HMMs or PSI-BLAST). As
can be seen, in only three cases were alignments produced
with more than 50% of the alignment positions in exact
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Figure 2

This graph shows the percentage alignment
accuracy of the best fold recognition
predictions submitted to CASP3 (white bars)
compared with the best percentage alignment
accuracy obtained using a sequence
comparison method (black bars). Alignment
accuracy is defined as the percentage of
alignment positions in exact register with the
alignment obtained from structural
superposition of the target and template
protein structures. An accuracy of 100%
would indicate that the fold recognition
method produced an alignment in exact
agreement with the structural alignment. Note
that some methods could not be accurately
classified from the deposited information.
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agreement with an alignment based on a structural super-
position of the two structures and, in all three cases, the
alignments produced by the sequence-based method were
almost as accurate as the best threading method. In five
cases (T0063, T0077, T0053, T0079 and T0046), there
was clearly some benefit to be gained from using a thread-
ing method, as at least partially correct models were
obtained in situations in which sequence profile methods
were of little or no use. Nevertheless, the conclusion we
have to take from this very crude analysis is that, in order
to produce reasonably accurate alignments (and, conse-
quently, accurate 3D models), there must be some
detectable sequence similarity between the target protein
and at least one template structure of known 3D structure.
Although the sample sizes in the analysis are low, it would
appear that, in cases in which there is at least some
detectable sequence similarity, fold recognition methods
based on PSI-BLAST or on other kinds of sequence pro-
files are currently sufficient to build reliable models.
Beyond these cases, fold recognition methods not reliant
on sequence alignment (i.e. true threading methods) are
much more limited with regards to the accuracy of the
alignments they can produce, but even these relatively
poor models may be enough to gain some insight into the
function of a new gene sequence. As discussed above,
even fold recognition methods that are able to correctly
recognise folds, but are entirely incapable of producing
sensible alignments may offer some advantage in the nar-
rowing down of potential gene functions.

Critical Assessment of Fully Automated
Structure Prediction
One aspect of the CASP process that became more appar-
ent at CASP3 was the difficulty in separating entirely
automatic predictions from those that have been made
using various degrees of human intervention. The predic-
tions made by my own group certainly cover the spectrum
between those generated entirely automatically and those
for which the final choice of model from a shortlist of alter-
natives was made using our own ‘biological neural
networks’. On a case by case basis, of course, it is always
better to use prediction tools as guides, rather than simple
black boxes. Biology can frequently provide important
clues to the best model to select, as was demonstrated very
ably by the predictions made by Murzin and Bateman at
CASP2 [44]. In the context of genome annotation, howev-
er, such manual approaches to protein structure prediction
are clearly limited. For prediction methods to be useful on
a large scale, they clearly must be automatic.

Fischer et al. [45••] have attempted to address this issue
by creating a subsection of the CASP process, called
CAFASP (Critical Assessment of Fully Automated
Structure Prediction). The basic idea of CAFASP is to
evaluate Web-based prediction tools in a fully automated
fashion, thus eliminating the possibility of human assis-
tance in the prediction process. The first CAFASP was
carried out shortly after the CASP3 meeting and must

therefore be considered a pilot study, as the predictions
were not blind. Nevertheless, the results were interesting
and the process allowed some technical issues to be
resolved in good time for CAFASP2, which will be an
official part of CASP4.

Ab initio methods
The ultimate goal of protein structure prediction is to
predict the structure of a protein without any reference to
known structures. If fold recognition methods are not
able to find a suitable template structure with which to
build a model for a gene product, in an ideal world it
would be possible to apply an ab initio prediction method
to build an approximate model. For this type of predic-
tion, CASP3 provides a good snapshot of the current
state-of-the-art.

At the lowest level, the ab initio prediction category
encompasses simple secondary structure prediction.
Although no new methods have been developed in this
area, by making use of sensitive sequence alignment
methods (PSI-BLAST and HMMs again) definite
progress was evident in the level of accuracy one can
expect for secondary structure prediction. The most accu-
rate method evaluated at CASP3, PSIPRED [46••], was
developed in my own laboratory and comprises a pair of
feed-forward neural networks designed to analyse the pro-
files generated by PSI-BLAST. Using this straightforward
approach, an average Q3 (three-state prediction accuracy)
score of 77% was achieved over all the submitted predic-
tions. This compares well with the results obtained from
benchmarking [46••], where PSIPRED was found to have
a per residue Q3 score of 76.5% (per chain 76.0 ± 7.8%).

Much more interesting than secondary structure predic-
tion is, of course, the ab initio prediction of protein tertiary
structure. At CASP1 and CASP2, very little success was
demonstrated in the ab initio prediction of protein tertiary
structure. At CASP2, the best of these ab initio predictions
came from my own laboratory [47] and were close enough
(Cα RMSD of 6.2 Å) for us to confidently claim that the
fold was correctly reproduced in the model. This predic-
tion was generated by a Monte Carlo approach, whereby
fragments of highly resolved protein structures are joined
together and the resulting chain conformations evaluated
using a potential function. Interestingly, these ideas had
been developed further by CASP3 (e.g. [48]) and this
kind of approach to folding proteins was nicknamed
‘mini-threading’ by some predictors. This was to distin-
guish such knowledge-based prediction methods from
methods that attempt to simulate protein folding using
physical principles.

So was clear evidence of progress in the ab initio predic-
tion field demonstrated at CASP3? Certainly, it can be
said that some interesting predictions were submitted
and, in one or two cases, some useful features of the
overall chain folds were correctly predicted. When the
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actual evaluation statistics are taken into account, how-
ever, it is difficult to identify any of the submitted
models as having enough accuracy to be useful for rou-
tine genome analysis. The most commonly used statistic
for evaluating the quality of a 3D model is the RMSD
between the model and the correct experimentally
determined structure. Considering the whole chain Cα
RMSD values, none of the ab initio models submitted to
CASP3 approached the ‘correct fold’ threshold of
6.0 Å — in fact, on this basis, none of the models sub-
mitted achieved an RMSD lower than 8.0 Å. Better news
was obtained when substructures were considered. At
CASP3, a new way of visualising structural similarity
over different window lengths was used [49]. As an
example, the results for the best prediction of target
T0061 (HDEA) [50•] are shown in Figure 3. Notice that
the RMSD for this prediction is less than 4.5 Å for
around 80% of the model. Clearly, in this case, despite
the poor RMSD for the whole model, the best subset of
the model is much more impressive and it would be rea-
sonable to class this prediction as an overall success.

In a previous review [51], published three years ago, I
made the following statement: “…it is very clear that there
is still a long way to go for these (ab initio) approaches to
structure prediction, and it is unlikely that a practical tool
based on this kind of method will be available within less
than five years”. Five years is, of course, a long time in a
rapidly developing field, but on the basis of the CASP3
results as a whole, there seems little reason to amend the
statement. Certainly, no single method exists that can be
relied upon to successfully fold proteins on a routine basis.
It is certainly impressive to see even a few results of the
quality shown in Figure 3, but this result must be consid-
ered the exception, rather than the rule. On this basis, it is
very hard to envisage ab initio folding methods finding sig-
nificant applications in genome analysis — certainly in the
short term at least.

Blue gene
As an interesting footnote to the above discussion of
developments in ab initio prediction methods, the devel-
opment of a ‘petaflop’ computer, called ‘Blue Gene’,
aimed at tackling the protein folding problem was recent-
ly announced by IBM [52]. 

Conclusions
This review has hopefully shown that protein structure
prediction does have a role to play in the annotation of
genome sequences. In many cases, the correct assignment
of a fold to a novel gene can provide useful clues as to its
likely function.

It seems that ab initio methods of protein structure pre-
diction, although sometimes achieving interesting results
for fragments of proteins, are unlikely to be used for
genome analysis. The success of ab initio methods has
never been tested rigorously on a large number of test
cases and so the chance of finding a reasonable model for
a target protein is unknown. However, results from the
three CASP experiments suggest that the chance of any
single method producing a reasonable model for a given
sequence is very low. 

Fold recognition methods, on the other hand, have now
reached a point at which reasonable models for target pro-
teins can be found on a routine basis, particularly if a
homologous template structure can be found. Not surpris-
ingly, therefore, different fold recognition methods have
already been applied to the problem of assigning folds to
genome sequences. The simplest and most reliable pre-
dictions are based purely on sequence similarity and, in
particular, PSI-BLAST [1] is proving to be a valuable tool
for detecting distant homologous relationships among pro-
tein sequences. At the other extreme, fold recognition
methods that tend to ignore sequence similarity and make
use of structural information have also been applied, but
with somewhat less success. Hybrid methods, which com-
bine sequence comparison and fold recognition
techniques, are likely to be an important development in
this area. Such methods can detect homologous relation-
ships just beyond the detection threshold of methods such
as PSI-BLAST, as evident from the results for the first
such method to be developed [37••].

In a recent review, Teichmann et al. [53•] compared the
results from several attempts to assign folds to the M. gen-
italium genome. Being the smallest bacterial genome,
M. genitalium provides a useful benchmark for different
approaches to fold assignment, as most groups have made
predictions for this genome. Although it was found that a
high degree of agreement was evident for the different
methods, some results were not found by all methods.
This suggests that to maximise success in assigning folds
to genomes, some kind of consensus of methods might
be useful. At present, this is difficult as there are no
agreed standards for how structural annotations should
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Figure 3

Plot of RMSD against fragment size (given as a percentage of the total
number of residues in the polypeptide chain) for the best ab initio
prediction model submitted to CASP3 for protein HDEA (target
T0061; Figure 1a) [50•].
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be represented. The PRESAGE database created by
Brenner et al. [54] is a useful first attempt at providing an
archive for different genome-related fold assignments,
but such an archive is not a substitute for agreed stan-
dards among different groups working in this field. It is
vital that some kind of agreement is reached on how best
to exchange data among different fold assignment pro-
jects, before the problem becomes unmanageable.
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